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I. Project Summary 
 
Urban development is a fact of life. People need places to live and work. There are numerous 
methods for measuring urban development: population counts, land cover, etc. Though, few 
methods are efficient or accurate over large geographic areas. With remote sensing, land 
cover analysis is a commonly used method, as urban areas can be extracted from non-urban 
areas using aerial and satellite imagery. However, not all urban land cover is the same; 
buildings serve different purposes than for either roads or parking lots. Given the higher 
typical costs to construct buildings, I think buildings serve as much more long-term indicators 
of urban development. 
 
Using Feature Analyst, I extracted building features from the incorporated city of Dos Palos in 
Merced County. Since Feature Analyst is a fairly robust tool, I wanted to test whether it would 
be feasible to extract building features under Supervised Learning from publicly available low-
resolution images from the National Agriculture Imagery Program (NAIP) for collection years 
2005 and 2010.  
 

 
 
 
  



II. Purpose 
 
The purpose of this project is to determine whether Feature Analyst could extract building 
features from low-resolution imagery, such as NAIP aerials. Since many public agencies may 
find it difficult to invest in ArcGIS software, Feature Analyst, and aerial imagery, I thought it 
would be useful to see if building extractions could be performed with the software and freely 
available aerial imagery (albeit with low 1-meter resolution). 
 
 
III. Methodology 
 
I first created polygons to serve as training features for the Supervised Learning process. I 
tried to create polygons that represented a variety of rooftops that were found in the City of 
Dos Palos (Figure 1), including rooftops that were white, red, brown, black, etc. 
 

 
Figure 1: Creating features for Supervised Learning process. 
Once I digitized about 50 polygons, I ran the Supervised Learning tool. I set my Input Bands 
to the 2005 aerial. I selected the Feature Selector to "Manmade Features (> 5 m)." I kept the 
default settings in most of the process tabs (including a Bull's Eye 2 Input Representation 
pattern), except that I set a mask of exclusion for public roads (see Discussion for more 
information) and mask of inclusion for the city limits (since the aerial includes areas outside of 
the City, I didn't want to have the software process spend too much time trying to analyze 
imagery that I was not going to use). I also tested pattern widths of being 5-9 (seemingly no 
significant differences). I clicked Run. 
 
The resulting output had mixed results (Figure 2). Extracted features included both buildings 



and non-buildings. 
 

 
Figure 2: Initial results of the Supervised Learning process. 
The process extracted some building features while missing other building features (Figure 3). 
I attempted further refinement of the process by performing clutter removal and adding 
missed features. 
 



 
Figure 3: Sample of initial results of the Supervised Learning process. 
I digitized additional features that represented the variety of rooftops found in the City. I also 
classified correct and incorrect features that were identified by Feature Analyst. The results 
were more accurate results, but the process still required further refinement. Figure 4 shows 
more missed features, specifically non-white rooftops that may be the result of the additional 
revision that probably identified similar features as being incorrect (most likely dirt or other 
non-building features). 
 



 
Figure 4: Sample of initial refinement. 
The previous step of clutter removal and adding missed features was repeated, and resulted 
in further refinement. Figure 5 shows the refinement steps used to train the software to 
identify more building features and less non-building features. There are still some issues with 
the software misidentifying driveways and sidewalks, but there may be no way of completely 
not identifying these features since they are also very similar to white building rooftops. 
 



 
Figure 5: 2nd attempt at refinement. 
Another step of refinement produced further accurate results (Figure 6). There are more 
correctly identified building features and less incorrectly identified non-building features. 
Unfortunately, the low-resolution aerials prevented me from being able to determine whether 
smaller accessory building features were correctly identified or not. In some cases, I used 
more high-resolution imagery from Google Earth to see whether or not I could determine 
whether these features are actual accessory buildings or not. The biggest issue with using 
this method was the time differences of the image collection; the NAIP aerials were collected 
in 2005 and Google Earth aerials were collected in 2012. There's no way of truly knowing if 
physical changes actually occurred between those years; in other words, just because a 
building was there in 2005 didn't mean that it would still there in 2012, and vice versa. 
 



 
Figure 6: 3rd attempt at refinement. 
I decided to perform a fourth attempt at refinement, but the results were worse (Figure 7). 
Non-building features were re-added to the results, including dirt mounds, a baseball diamond 
(as seen in the screenshot), walking paths, sidewalks, etc. 
 

 
Figure 7: 4th attempt at refinement. 
I decided to use the results of my third refinement attempt as my final building feature 
extraction shapefile for the 2005 aerial imagery since I thought the results were the better of 



the subsequent processes. 
 
I did the entire aforementioned process again for 2010 aerials. The initial results were similar 
to those of the 2005 aerials. I decided to try different Supervised Learning settings, instead 
using the Manhattan pattern as the Input Representation of the Manmade Feature (> 5 m) 
selection. Figure 8 shows the results, overlaying both outputs (green being Manhattan, pink 
being Bull's Eye 2). The Manhattan pattern resulted in more non-building features being 
extracted, but both patterns produced different results in terms of identified building features. 
Neither was perfect, but it proved that additional refinement was needed if either pattern was 
used to extract building features. 
 

 
Figure 8: Overlay of Manhattan (green) and Bull's Eye 2 (pink) Input Representation patterns. 
I settled on the default Bull's Eye 2 for the final process. I ran the Square Up Features tool to 
smooth the resulting features. Figure 9 shows the resulting smoother, more building-like 
feature shapes. 
 



 
Figure 9: Square Up Features tool. 
 
 
IV. Discussion 
 
Several issues were encountered during this analysis. First, rooftops on many buildings had 
very similar color to roads, sidewalks and driveways, which made clutter removal and 
additional learning tasks related to roads and sidewalks time-consuming and somewhat 
impractical to perform on a large area. Even a lengthy session of removing entire roads, 
sidewalks and driveways within one neighborhood wasn't enough to train Feature Analyst to 
not include these features without re-adding similar building rooftops that were previously 
deleted or excluded. 
 
I resolved this by utilizing a mask layer for roads that would be a region to be excluded from 
the analysis. Since Merced County didn't provide a roads shapefile on its website, I instead 
used a county parcels shapefile since it didn't include public rights of way (ROWs) like roads 
and sidewalks. Then, I used the Erase geoprocessing tool to “erase” the parcel boundaries 
from the Dos Palos city limits shapefile, which resulted in a public ROW layer that I could use 
as a mask layer (Figure 10). 
 



 
Figure 10: Erase tool. 
One important caveat with this approach is that the parcel boundaries may not truly represent 
the actual ROWs since these boundaries are generalized property boundaries (i.e., for 
reference only). In instances where buildings had smaller setbacks to the ROWs, this mask 
layer may have excluded portions of those buildings. While this didn't eliminate the difficulty of 
excluding driveways from the learning task, it did minimize road and sidewalk clutter. 
 
Second, the low resolution of the aerial imagery prevented accurate building feature 
extraction. Since the NAIP imagery only has a 1-meter resolution, no matter how many times 
that settings were tweaked, extracted building features were limited to being very generalized 
and smaller footprints despite these footprints being visibly larger in the imagery. 
 
I attempted to resolve this by using numerous settings in the Supervised Learning tool. I 
selected the default settings in the Manmade Feature (>5 m) selector. I tweaked settings in 
the Manmade Feature (>5 m) selector with changes to the Input Representation (using 
patterns of Bull's Eye 2 and Manhattan, as well as varying pattern widths of 1 to 9). After 
several iterations of Clutter Removal and Adding Missing Features of each numerous setting 
changes, there didn't seem to be any significant differences in the quality of the building 
feature extraction outputs (Figure 11). 
 



 
Figure 11: Refinement of Supervised Learning process (green is correct features, red is 
incorrect). 
While there is an option for digitizing additional features not extracted using Feature Analyst, 
given how frequent changes needed to be made, this did not seem like a worthwhile effort. A 
user might as well manually digitize every building footprint. 
 
Since Supervised Learning proved to be unfruitful, I decided to quickly test to see if 
Unsupervised Learning could provide better results (Figure 12). I entered 25 classifications 
and 10 iterations, using the same masks for exclusion (public ROWs) and inclusion (city 
limits). From the result, I removed all classes, but the two that seemed to closely identify 
building features. The results were also mixed, as the software still had trouble identifying 
closely resembling building and non-building features such as sidewalks and roads. 
 

 
Figure 12: Unsupervised Learning test of 2010 NAIP aerials. 
 



 
V. Conclusion 
 
The results of the analysis consistently produced inaccurate, generalized building footprints 
that appeared as under-representations of the actual visible buildings from the imagery. 1-
meter NAIP aerial imagery does not have high enough image resolution to extract building 
features with any kind of useful accuracy, despite using numerous settings variations and 
changes. 
 
After about three rounds of clutter removal and adding missing features, the processes 
repeatedly re-added unwanted features. In City of Dos Palos, these unwanted features were 
typically large undeveloped dirt lots and subdivisions, large surface parking lots, driveways, 
sidewalks and other walking paths (Figure 13). At points where these unwanted features 
showed back in the resulting outputs, I instead used the outputs that preceded the changes. 
 

 
Figure 13: Non-building features being re-added to the results. 
While extracting building areas may be out of the question in using NAIP aerial imagery 
extracting building point locations may not be using Feature Analyst. Since I didn't originally 
set to use the software in this manner, I didn't attempt to perfect the steps to attain this output. 
Figure 14 is an example of the resulting conversion to point geoprocessing. 
 



 
Figure 14: Convert to points tool. 
Additional changes in Supervised Learning settings would need to be made in order to attain 
this output as larger building feature areas would be needed (Aggregate tool may be useful 
here) in order to reduce clutter and the number of other incorrect features present ahead of 
converting the polygons to points. 
 
I originally sought to use the resulting outputs to do some type of geospatial analysis of 
building footprint changes in Dos Palos between 2005 and 2010. However, the quality of the 
resulting outputs did not allow me to do this analysis with any worthwhile accuracy. 
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