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Summary 

For this project a script to automate the processing of 48 hdf files obtained from the 
MODIS Terra remote sensing platform, downloaded via USGS Earth Explorer was written. 
This project represents all of the back end processing needed to derive conclusions for my 
Final Project in GEOG 342. Actions preformed by the script required looping through relevant 
file paths and include: extracting Enhanced Vegetation Index (EVI) data layers from raw hdf 
files, masking the resulting files to the area of the Mojave Desert Preserve, normalizing the 
EVI values with map algebra, using conditionals to return a raster layer containing a count of 
the cells of interest, modifying existing tables to calculate needed values and finally 
aggregating the data from the 48 tables to two output tables in order to graph the results of 
my project. After overcoming one major challenge, data was summarized into two graphs, 
clearly showing that there is an increase in detectable vegetation via remote sensors during 
wet years in a desert biome. 

Purpose

‘Superbloom’ is a term believed to have been developed by the media to describe 
events in the early 1990’s where desert regions had a vastly above average abundance of 
wildflowers bloom (Ober, 2019); the declaration of the 2017 growing season as a 
‘Superbloom’ (Imster, 2017), leads to the assumption that there will be much more vegetation 
than a ‘normal’ or ‘dry’ year in the desert. The overall purpose of this project is to automate 
the processing of remotely sensed data in order to compare the Mojave Desert Preserve’s 
vegetated surface area between a dry year (2015) and a ‘Superbloom’ year (2017). I wish to 
determine if a difference in surface vegetation is detectable by remote sensors.  

Description of Geo-processing Tasks Used

In order to begin this project first 48 hdf files from MODIS’s Terra’s MOD13Q1 sensor 
over the study area (the Mojave Desert Preserve) and a shapefile of the Preserve’s boundary 
were obtained. The data obtained from the MOD13Q1 sensor was chosen because it 
contains pre-calculated layers of the two vegetation indexes used the world over for 
monitoring vegetation presence and health. 24 files were obtained for the year 2015, chosen 
because it was a dry year for the desert. 24 files were obtained for the year 2017, chosen 
because of its status as a “Superbloom” year. The boundary shapefile was added to the 
project geodatabase within ArcGIS Pro, and the pathway to this geodatabase set as the 
default workspace within the code. Each hdf file was renamed to the date MODIS acquired 
the data in the format “dd_MM_yyyy” and placed into two source folders organized by year. 
Hdf files are considered ‘multidimensional raster files’, meaning they contain many layers of 
data and require modifications to be utilized as normal raster files with an image type file 
ending. MODIS files are specifically projected as ‘Sinusoidal.’ To make output consistent and 
to avoid errors from ArcGIS’s projecting on the fly option, all output projections were set to 



WGS 1984 UTM Zone 11N (the UTM zone of the study area) by specifying that environmental
variable at the top of the code. 

 From within ArcGIS Pro, adding specific layers from an hdf file requires the user to 
manually add files from the drop down on the layer section of the map tab. From there 
“Multidimensional Raster Layer” can be selected, the correct file can be navigated to and then
individual layers can be selected for addition to a map via the interface. In order to automate 
the extraction of one specific layer from within the hdf file (which contains more than 8 
separate layers of data in this case), the ‘arcpy.ExtractSubDataset_management’ tool had to 
be used. This tool takes an input file (the path to the raw hdf file), an output file name and 
location (where the output will be saved and what the file will be named), the specific raster 
type the file will be exported as (in this case .tif was chosen) and the indexed location of the 
layer within the hdf file. For MODIS derived hdfs, the location of the EVI layer is always ‘1’- 
set right after the Normalized Difference Vegetation Index (NDVI), which is indexed at ‘0’. A 
separate function was defined to return input and output folder paths (and make the specified 
folder if needed) and pass them to subsequent function calls. Then a new function utilizing the
Extract tool was defined to loop through and pull out the EVI files from specified folders 
containing the raw hdf files, and export the newly projected .tif layers to a new folder called 
‘EVI,’ (again making one output folder for each year) with the“.tif” file output type and ‘1’ index 
location for the EVI layer hard coded. The extraction function was called twice, once for each 
of the folders containing the raw hdf files. 

The output EVI layers cover most of California, well into Nevada and portions of 
Mexico, (See Figure 1). The next task to be coded was automating the clipping of these large 
rasters into something more manageable- namely to clip them to the boundary of the study 
area. To do this the boundary shapefile of the Preserve was used to mask the rasters with the
‘ExtractByMask’ tool, followed by the ‘ExtractByMask.save’ tool. Masking was specifically 
required here because a vector shapefile is being used to limit the raster- not another raster 
file. The initial mask tool takes two arguments, the path to the input file (returned by the file 
path function) and the file to be used as the mask (in this case, the Mojave Preserve 
boundary). In order to save the output masked file, the save tool was then specified. The save
tool’s only argument is the output path containing the desired file name of the newly masked 
file. Because four new output files per one input file were created by the execution of the 
extraction function, the target file type of ‘.tif’ had to be specified within the newly defined 
function. Again, this newly defined masking function was called twice, once for each year.   

MODIS displays its EVI and NDVI data as a range of -2000 to 10000, (See Figure 2). 
In order to compare EVI data obtained from MODIS to EVI data in scientific publications, the 
data needed to be normalized to the usual EVI scale of -1 to 1. After going through the 
MODIS user manual (Didan, 2015) it was found that to normalize data derived from MODIS, 
one simply needed to multiply each cell value by the conversion factor of .0001. To 
accomplish this for each of the masked files the map algebra tool was used. Manipulation of 
cell values via map algebra is normally laid out via code as defining an input Raster, 
performing some transformation of input Raster data (specified by an equation) and saving 
the resulting output layer.  In the resulting looping function the input was the file path to the 
previously masked layers (again through the function that returns path names and makes new
folders), the equation was Raster(‘input Raster’) * .0001, and the output was the file path to a 
new folder to hold the normalized raster files. The normalization function was called twice, 
once for each year and successfully normalized the masked files, (See Figure 3). 



The final defined Map Algebra utilizing function required using a conditional statement 
to return a raster layer containing only cells that contained data of interest, in this case cells 
that contain detectable vegetation. In normal EVI applications healthy vegetation is 
represented by EVI values ranging from .2 to .8 (L3Harris, 2013). However, for this desert 
biome acceptable value range was set to ‘cells of interest have an EVI value greater than or 
equal to .1’ (further justification for this is discussed in the GEOG 342 paper under the 
Analysis section). A new function was designed to loop through the specified input folder (the 
normalized rasters from the previous map algebra function), focus only on the .tif files, apply 
the conditional ‘Con(“input raster” >=.1, 1);’ to the input raster (setting all values that are 
bigger than or equal to the EVI value of .1 to “1” and ignoring all cells with values smaller than
.1), and finally output the new layer into a new folder called ‘Vegetation_Presence.” This 
vegetation function was called twice, once for each year, and successfully transformed the 
normalized raster files (See Figure 4). 
 

With the completion of the two map algebra functions, most of the processor intensive 
geoprocessing functions that required automation were complete. However, further 
manipulation of the cell counts contained in the tables of the ‘Vegetation_Presence’ raster 
files was needed in order to obtain data that would be easily displayed. A field for the surface 
area of the cells with detected vegetation (‘Veg_km2’), a field for the surface area of the 
Preserve boundary (‘Moj_km2’), a field for the calculation of percent coverage (‘Coverage’) 
and a field to store the base file name (‘Date,’ this name represents the date the data were 
acquired by MODIS) needed to be added to each table. Then each new field needed to have 
relevant data calculated and added to it. 

A new function was defined using the ‘arcpy.AddField_management’ tool to loop 
through a specified folder and add fields to tables based on an input directory, field name, 
field type, field precision and field length. The core ‘AddField’ tool has three required 
arguments (input table, the name of the new field to be made and the data type that the field 
will contain) and numerous optional arguments used to set variables such as field precision, 
length and whether or not the field can contain null values.  This newly defined function was 
called eight times to add the fields for ‘Veg_km2’, ‘Moj_km2’, ‘Coverage’ and ‘Date’ to tables 
in the ‘Vegetation_Presence’ folders for both study years. 

The fields ‘Veg_km2,’ ‘Moj_km2,’ and ‘Coverage’ were able to be filled with a function 
utilizing the ‘arcpy.CalculateField_management’ tool at its core. This is because the three 
fields contain integer type data. The ‘CalculateField’ tool takes three arguments, the path to 
the table in question, the field to be filled out and the expression used to calculate a value to 
enter into the specified field. There is also an optional argument to specify which coding 
language the expression is described in. In order to hard code the expressions for each field 
several values needed to be determined. To fill out the ‘Veg_km2’ field the base cell size of 
the raster files needed to be determined, a surface area per cell value calculated, multiplied 
by the cell count field and finally converted to square kilometers. Examining the source tab in 
the layer properties of a raster file yielded a cell size of 231.66 m x 231.66 m. Thus a variable 
of ‘veg_cell’ was set to 231.66 and an expression of veg_calculation = "((veg_cell * veg_cell) *
(!Count!) / 1000000" was hard coded.
 

Next the surface area of the Mojave Desert Preserve boundary shapefile was needed. 
This was done by hand using ArcGIS Pro by adding a new field to the shapefile table and 



running the ‘Calculate Geometric Attributes’ function for area from the field calculator options. 
The surface area in square kilometers was set to the variable ‘mojave_area = 6425.62.’ The 
resulting expression for the ‘moj_area’ field was then set to moj_calculation = "mojave_area.” 
The expression needed to calculate the value for ‘Coverage’ was then set to 
cover_calculation = "(!Veg_km2! / !Moj_km2!) * 100" or the value of the Veg_km2 field divided
by the value of the Moj_km2 field multiplied by 100 (to return a value in percent). Using the 
three hard coded expressions, the calculate field function was called six times to fill out the 
three fields in two folders.

To update the ‘Date’ field required the use of the ‘arcpy.da.UpdateCursor’ tool. A 
function was defined that looped through an input directory, pulled out the file name in string 
format and passed it to a defined update cursor which then went through the table row by row
and replaced values in the ‘Date’ field with the string formatted file name. With all of the fields 
in the ‘Vegetation_Presence’ tables filled out (See Figure 5), the final coding task was to 
aggregate the needed data into two tables by year. 

Tables with appropriate fields were created using the CreateTable and AddField tools, 
one for each year. These tables were added directly to the geodatabase for ease of access. 
In order to fill out these new tables with relevant data the SeachCursor tool was used to find 
relevant data (data in the altered “Vegetation_Presence” folders under the fields ‘Date’ and 
‘Coverage’). Then the InsertCursor tool was used to update the new tables row by row with 
the relevant data as the code looped through the two “Vegetation_Presence” folders. 

Unfortunately the text based formatting of the ‘Date’ field did not allow for use of this 
information to display data over a date range as anticipated. Thus a new field in this table 
called ‘Dates’ was created, taking only ‘DATE’ type data. The 
arcpy.ConvertTimeField_management tool was needed. This tool takes arguments for a 
source table, (the two yearly aggregate tables), the source data field (the ‘Date’ field), the 
custom date format the source data currently exits in, (in this case “dd_MM_yyyy”), the output
field for the converted data (the ‘Dates’ field) and the data type the converted date data will be
stored in, (‘DATE’). The ConvertTime tool was called twice to take the text information from 
the ‘Date’ field, convert it to a custom ‘DATE’ formatting and enter it into the newly created 
‘Dates’ field, (see Figure 6). This then allowed ArcGIS to recognize the ‘Dates’ field as date 
data, and allowed for this field to be selected for use as an X graph axis, with the ‘Coverage’ 
field to be used as the Y axis. 

Discussion

This project posed numerous challenges. In addition to requiring the use of multiple 
geoprocessing tools not discussed in class and manipulating unfamiliar file types, competent 
planning and flexibility when initial ideas did not pan out was the most vital skill for completing
this project. The largest and most significant challenge to this project was compensating for 
output inconsistencies from within ArcGIS itself.

The first hurdle to be overcome was researching MODIS files, namely the hdf file type. 
The plan of downloading rasters to a specific file and then beginning to automate the 
processing tasks to obtain usable data from them was significantly paused until the 
“ExtractSubDataset” tool was researched and utilized. Output raster files from the Extract tool 
had to be compared to files manually imported via ArcGIS Pro’s add “Multidimensional Raster



Layer” to make sure the data was being extracted correctly by the code. While tedious, this 
was insignificant compared to learning to work around processing inconsistencies made by 
ArcGIS itself. 
 

The initial plan for computing the percent vegetation coverage using the rasters output 
by the conditional statement was, to return all values less than .1 as ‘0’ in addition to returning
the cells of interest with the ‘1’ value. Then a total cell count for the Preserve’s area could be 
calculated by summing the two values in the ‘Count’ field. To generate the percent coverage, 
one could then divide the Count of the ‘1’ values by the total Count, and export it to an 
aggregate table for each year. However, about half of the input rasters that were masked still 
contained a rectangular shape that boxed in the boundary shapefile’s area (See Figure 7). 
The cells in this box were not null values, so when the initial code that set cells not of interest 
to ‘0’ was run, this rectangular box almost doubled the file’s total cell count (when summing 
the count of ‘0’ and ‘1’ values).  This was a huge issue because it completely invalidated the 
percent coverage calculation. In an attempt to solve this issue, certain environmental 
variables were hard coded at the top of the code. Ways to set the ‘no value’ number to null 
instead of the apparent value of ‘0’ were also researched. 

Every time an idea was tested or code was changed it required a deletion of existing 
processed data and a re-run of the entire code. Then all 24 files for each year had to be 
manually added to an ArcGIS map to examine the boundaries. This was very time consuming,
with a potential to set the project back by days, so a rudimentary code to count total cells in 
each conditional output raster was developed. This allowed for the testing of cell count totals 
to see if the rectangle was still present and interfering with cell count total values. However 
the development of the QC code still took hours of research into summing values into lists 
using a search cursor tool.  

After research turned up nothing and re-running the entire code many more times still 
resulted in approximately 50% of random files still containing the rectangular boundary, a new
way forward was determined. This required additional research on adding fields, preforming 
more detailed field calculations and learning how update cursors are much more versatile 
(and somewhat more complex) than the use of a simple field calculation tool. Thus the code 
as it currently stands was written and run successfully. As a result, a graph was made for 
2015 (see Figure 8) and 2017 (see Figure 9) that clearly shows an increase of detectable 
vegetation in the Mojave Desert during a ‘Superbloom’ year compared to a ‘dry’ year. 

Additional Comments

I have a decent beginning foundation in python coding from before this class. That 
said, I am sure my code could use some cleaning up. Some of the biggest areas of 
improvement are probably limiting the amount of times my functions loop through entire 
directories by pulling the looping portions of my functions out and making relevant function 
calls *after* the loop starts. I also had a rough time making my “Update_Field” function that 
specific, when due to the versatility of update cursors I should have made an option to pass a 
value variable into the code to allow for more functionality. However, the way I structured the 
loops, the filename variable could not be passed into my functions, as it was defined within 
the function itself. Due to some of the above mentioned difficulties, I ran out of time to fully 
clean up my code. 



Referenced Images

Figure 1. This image shows the result of extracting an EVI layer from an hdf file. The blue 
polygon towards the center of the image is the area of interest, the Mojave Desert Preserve. 
Notice how much area is covered in one MODIS hdf file. This data was obtained by MODIS 
on January 1st, 2015. The base-map is the World Imagery layer provided by ESRI. 



Figure 2. This image shows the output after masking the EVI layers to the Mojave Desert 
Preserve boundary. Note the range of values for the EVI layer displayed in the bottom left 
inset. The base-map is the World Imagery layer provided by ESRI.



Figure 3. This image shows the output after the masked EVI data has been normalized. Note 
the range of values in the lower left inset compared to the values displayed in Figure 2. Both 
images show data processed from the same hdf file, representing data obtained on Jan 1st, 
2015. The base-map is the World Imagery layer provided by ESRI.



Figure 4. This image shows the results of the conditional statement which returned only cells 
with a value greater than or equal to .1. The returned cells (representing detectable 
vegetation) are colored pink in this image, and are displayed over the normalized parent layer
for ease of visualization. The base-map is the World Imagery layer provided by ESRI.

 



Figure 5. This image shows the results of making new fields in the ‘Vegetation_Presence’ 
folder’s raster tables, and entering the correct data into each field. The count field is the count
of cells of interest as a result of the conditional statement that resulted in the image output 
shown in Figure 4. This count was used to derive vegetated surface area in the Veg_km2 
field, and ultimately the percentage of the Mojave Desert Preserve containing detectable 
vegetation (‘Coverage’ field) for a specified date. 



Figure 6. This image shows the aggregate table for all 2015 data. The ‘Date’ field stores the 
original file name of the data (representing the date MODIS obtained the initial unprocessed 
images), the ‘Per_Cover’ field stores the percentage of the Mojave Desert Preserve’s surface 
area containing detectable vegetation and the ‘Dates’ field stores the date in ‘DATE’ data type 
for use in graphing the end results. 



Figure 7. This image shows an ArcGIS processing error or inconsistency where the larger 
rectangle of the masking shapefile is still shown in the mask output. Compare to Figure 2 for 
what the correct output files should look like. 



Figure 8. This image shows a graph of the change in the detectable vegetated surface area of
the Mojave Desert for 2015.



Figure 9. This image shows a graph of the change in the detectable vegetated surface area of
the Mojave Desert for 2017. An increase in the vegetated surface area compared to Figure 8 
can clearly be seen. 
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