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a. SUMMARY 

This project uses two different land cover classification techniques, supervised and 

unsupervised, to classify land cover in the Sacramento-Bay Delta region. Accuracy 

assessments are also conducted and compared for each technique. The aerial imagery used 

for the project is multi-band Landsat 8 imagery acquired from EarthExplorer, and the two 

Landsat images used are from June 14, 2017 and June 1, 2018. The 5,4,3 band combination 

(near-infrared, red, green) is used for the analysis. Based on the results of the first two 

classifications, an additional supervised classification and accuracy assessment, using 

fewer classes, was also conducted.  

 

b. PURPOSE 

The goal for this project was to compare the accuracy of supervised and unsupervised 

classification. Performing supervised classification seemed to be considerably more time-

consuming than unsupervised, so I wanted to get an idea of how much improvement in 

accuracy the supervised technique offers. Additionally, many national land cover datasets 

were generated using unsupervised classification, so I wanted to evaluate their potential 

accuracy. 
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c. DESCRIPTION OF TASKS 

I searched in EarthExplorer for appropriate 

Landsat 8 data that covered my study area. I 

filtered the results to only include images 

between May 15 and June 30 over the last 

five years, and with 5% or less cloud cover. 

After removing those images deemed 

inappropriate, I still had to choose between a 

dozen image options. Since it was difficult to 

compare the images within the 

EarthExplorer interface, I downloaded half a 

dozen and imported them into Pro. I could 

then easily toggle them on and off to choose 

the two images that offered the most 

seamless composite image. The two dates I 

chose were June 14, 2017 and June 1, 2018. I 

then used the Image Mosaic feature to 

composite the images together, clipped the 

result to my study area, and applied the 5,4,3 

band combination (near-infrared, red, green). 

Next, I segmented the image (shown below) 

to prepare it for the classification wizard. 
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I ran the 

Classification 

Wizard using the 

supervised and 

object-based 

options and the 

default 

NLCD2011 

classification 

schema. I decided 

to remove the 

barren class from 

the schema, as 

well as the 

deciduous and 

evergreen forest 

sub-classes, because it would be too difficult to accurately identify those classes; this left 

seven classes remaining. I then selected two to three dozen training sites for each of the 
seven classes.  

 

The resulting classified 

image looked fairly 

good overall. However, 

closer inspection 

revealed some 
misclassification trends: 

• Roads were 

often 

misclassified as 

water.  

• Agricultural 

parcels were 

sometimes 

misclassified as 

water or 

wetlands. 

• The wetland classification appeared in areas where no wetlands actually exist. I am 

unfamiliar with all but the main wetland areas in the region, so I found a California 

Aquatic Resources Inventory (CARI) wetlands feature class and imported that into 

my map to use as reference.  This showed that the classification actually 
underrepresented wetlands overall.  
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I spent a fair amount 

of time attempting to 

reclassify these 

problem areas, 

performing 11 

cumulative 

reclassification 

sessions of 30+ 

reassignments (or 

attempted 

reassignments) in 

each session. The 

final reclassified 

image is shown at 
right. 

 

I then moved on to collect 

ground truth samples to use 

for accuracy assessment, the 

results of which are covered 

in the next section.  

 

 

 

 

 

 

 

I next performed unsupervised classification on the same 

segmented image. This process was much quicker, especially 

since I opted to skip the reclassification step with the goal of 

generating a “worse-case” result. This process, therefore, 

required only two steps. The classification wizard first 

classified the image using seven generic classes, shown 

below at left. I then assigned each of those classes to the seven classes from my supervised 

classification schema; the final assigned classes are shown below right.   



Page 5 of 8 
 

 

Based on the results of the two accuracy assessments (outlined 

in the next section), I wondered if I could improve accuracy by 

treating all vegetation as a single class, and treating wetlands as 

water. I conducted a new supervised classification (including 

reclassification) using only four classes: Water, Developed, 

Vegetation and Planted/Cultivated. I then performed several 
reclassification sessions, the final result of which is shown below.   
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DISCUSSION 

d. Problems and resolutions 

Despite many reclassification sessions with the supervised images, I did not make as much 

progress as I would have liked due very inconsistent performance with the reclassifier tool. 

The reclassification results are barely noticeable when viewing the study area as a whole.  

Another frustration occurred when selecting ground truth samples to use for accuracy 

assessment. The selection behavior for this step was very different from the behavior 

observed in the training sample selection, because my attempts to select small ground 

truth areas almost always resulted in very large areas being selected instead. It was as if 

the picker was selecting from the classified image instead of the segmented image, even 

though the segmented image was selected in the Contents panel. I feel this behavior may 

have produced inferior ground truth samples because the initial training samples were 

likely included in the ground truth sample areas, which would affect the results of the 

accuracy assessment.   

The unsupervised classification was more difficult than expected because the automated 

classes did not conform very well to my classification schema; the automated classes 

included various land cover types within each class. This made it impossible to accurately 

assign the automated classes to my classification categories. 
 

e. Output and interpretations 

The accuracy assessment for my final supervised classified image (seven classes) returned 

a Kappa value of 63%. The highest accuracies occurred in the Water, Developed and 

Planted/Cultivated classes, while the lowest accuracies occurred in the Forest, Herbaceous, 
Shrublands and Wetlands classes. 

I also reinterpreted the accuracy table 

as a bar graph to get a more visual 

representation of the results and 

problem classes.  
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The accuracy assessment for my unsupervised 

classification returned a Kappa value of 28%. The general 

accuracy trends were the same as with the supervised 

classification: The Water, Developed 

and Planted/Cultivated classes were 

the most accurate, while the Forest, 

Herbaceous, Shrublands and Wetlands 

classes were the least accurate. 

 

 

The accuracy assessment for the supervised, four-class 

classification returned a Kappa value of 58%, five 

percentage points lower than the supervised, seven-class 

classification. While this classification scheme improved 

accuracy of the vegetation, the 

accuracy of the developed areas 
worsened.  
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f. Conclusions and inferences 

I was fairly pleased with the final classified image that resulted from my supervised, seven-

class classification technique. Although many classification errors still exist at the small 

scale, I feel it gives an accurate overall representation of a fairly large area. The accuracy 

assessment value of 63% is not as good as I would like, but decent for a first attempt. 

As expected, the accuracy of the unsupervised, un-reclassified image was very poor.  

Comparing the two, my supervised accuracy score of 63% and my unsupervised accuracy 

score of 28% illustrates that the supervised classification technique was twice as accurate 

as the unsupervised technique.   

 

g. Lessons learned 

I learned that image classification is not easy, and requires a lot of time and patience. There 

are several things I would do differently next time. Before beginning the classification, I 

would take the time to study the area first and determine classification guidelines for tricky 

areas. I would collect screenshots of several examples of each class that I could refer to and 

improve consistency between sessions. I would also add my training samples feature layer 

to the map to avoid picking similar same ground truth samples. Finally, I would use 

additional reference data to guide classification decisions.  

 

 


